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Abstract—Optic disc (OD) and optic cup (OC) segmentation is
central to automated glaucoma assessment, but models trained
on limited labeled fundus datasets often degrade under domain
shift. Semi-supervised Teacher-Student learning can improve
generalization by leveraging unlabeled data, yet standard Noisy
Student training treats all pseudo-labels as equally reliable. In
this paper we investigate a targeted extension of Noisy Student
training in which OD- and OC-specific pseudo-label supervision
is modulated using a mask-derived reliability estimate. A multi-
task Dice predictor estimates OD- and OC-specific pseudo-label
quality from Teacher-generated masks, and these estimates are
used to weight the pseudo-label loss during Student training. This
preserves the baseline contribution of low-scoring foreground
pseudo-labels while assigning greater relative emphasis to pseudo-
labels predicted to be more reliable. Experiments across known
and unseen domains show improvements over the Noisy Student
baseline, particularly for OC segmentation, while maintaining
competitive generalization performance.

Index Terms—Semi-supervised learning, Quality estimation,
Optic disc/cup segmentation, Retinal image analysis

I. INTRODUCTION

Deep learning supports many fundus-image analysis tasks,
including glaucoma screening, disease grading, and anatomical
structure segmentation [1], [2], [3]. For glaucoma assessment,
segmenting the optic disc (OD) and optic cup (OC) is espe-
cially important as both structures are used to estimate the
cup-to-disc ratio, a clinical biomarker of glaucomatous optic
neuropathy [1], [3]. Yet models that perform well on curated
benchmarks often degrade on unseen data [4], [5], [6], [7].
Differences in camera vendor, field of view, resolution, reti-
nal pigmentation, pathology, acquisition protocol, and image
quality create domain shifts that are underrepresented during
training, limiting their generalization and clinical reliability.

Several methods were recently introduced to address this
issue. pOSAL [4], BEAL [5], and CFEA [6], for example,
align labeled source and unlabeled target domains through
adversarial learning, output-space alignment, or collaborative
ensembling, while DoFE [7] learns domain-oriented features
for unseen domains. However, all these were developed on
images cropped around the optic nerve. Cropping simplifies
segmentation but removes real-world variation in field of
view, illumination, peripheral artifacts, and optic-disc location.
Moris et al. [8] addressed this using uncropped fundus images
and a semi-supervised Noisy Student strategy [9]. A Teacher
trained on several labeled datasets generates pseudo-labels for

Fig. 1. Summary of the proposed approach. (a) Noisy Student method as in
[8]. (b) Our proposed quality-weighted student.

a large unlabeled collection, used then to train a Student.
This broadens image variability but treats all pseudo-labels
as equally reliable, allowing Teacher errors to propagate.
In this paper we extend the approach by weighting OD-
and OC-specific pseudo-label supervision using a mask-based
reliability estimate (Fig. 1). A quality predictor estimates
the expected Dice score of each Teacher segmentation, so
more reliable foreground pseudo-labels receive greater weight
during Student training. Across known and unseen domains,
this strategy improves over the Noisy Student baseline and
achieves competitive or better generalization without extra
manual annotations or inference-time cost. These results show
that structure-specific quality estimates can improve semi-
supervised OD/OC segmentation under cross-domain varia-
tion. Results are publicly released for comparison.1

II. METHODS

A. Noisy Student for Domain Generalization

Let DL = {(xi, yi)}Ni=1 be a labeled set of uncropped fun-
dus images with manual OD/OC labels, and let DU = {uj}Mj=1

1https://github.com/ltelesco/pseudo-label-quality-weighting-for-domain-
generalized-optic-disc-and-cup-segmentation
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be an unlabeled set collected from heterogeneous imaging
conditions. We build on the Noisy Student strategy used by
Moris et al. [8], where a Teacher model T trained on DL

generates hard pseudo-labels ỹj = T (uj) for all unlabeled
images, yielding D̃U = {(uj , ỹj)}Mj=1. A Student model Sθ is
then trained from both manual annotations and pseudo-labels.
Being ℓ(·, ·) the segmentation loss, the baseline objective is:

LNS(θ) =
1

N

N∑
i=1

ℓ(Sθ(xi), yi) + λ
1

M

M∑
j=1

ℓ(Sθ(uj), ỹj), (1)

where λ controls the contribution of pseudo-labeled data.
This formulation improves domain generalization by expos-

ing the Student to a broader image distribution than the labeled
training set alone. However, it also treats all pseudo-labels
as equally informative, when, in practice, Teacher predictions
may vary substantially in quality due to the same domain shifts
we are trying to overcome. As a result, inaccurate pseudo-
labels may contribute to training with the same strength as
reliable ones, making the Student to reproduce Teacher errors.

B. Quality-Weighted Pseudo-Label Supervision

We make the pseudo-label term quality-aware by associating
each Teacher prediction with an estimated segmentation qual-
ity. For each unlabeled image uj , a Dice prediction model
Qϕ estimates the expected Dice of the Teacher-generated
foreground masks as Qϕ(ỹj) = (d̂OD

j , d̂OC
j ), with d̂OD

j , d̂OC
j ∈

[0, 1]. We denote by ℓBG, ℓOD, and ℓOC the class-wise
contributions of the segmentation loss associated with pixels
pseudo-labeled as background, OD, and OC, respectively. The
proposed quality-weighted Student objective is

LQNS(θ) =
1
N

∑N
i=1 ℓ(Sθ(xi), yi)

+λ 1
M

∑M
j=1

[
ℓBG(Sθ(uj), ỹj)

+(1 + d̂OD
j )ℓOD(Sθ(uj), ỹj)

+(1 + d̂OC
j )ℓOC(Sθ(uj), ỹj)

]
.

(2)

Thus, the supervised term remains unchanged, and only the
pseudo-label contribution is modified. OD and OC pixels are
weighted by the predicted quality of their foreground pseudo-
label: since predicted Dice scores lie in [0, 1], foreground
weights range from 1 to 2, giving reliable pseudo-labels greater
influence while keeping uncertain ones close to the baseline
background. Moreover, notice weighting is structure-specific,
so a pseudo-label can still provide useful OD supervision even
when its OC prediction is unreliable, or vice versa.

C. Training the Dice Prediction Model

The Dice prediction network Qϕ is trained as a multitask
regression model using Teacher predictions for labeled images,
where their true quality can be measured against manual
annotations. Let DQ ⊆ DL denote the labeled set used for
this stage. For each (xi, yi) ∈ DQ, we obtain the Teacher pre-
diction ȳi = T (xi) and compute the classical Dice coefficient
dci = 2|ȳci ∩ yci |/(|ȳci | + |yci |) for each foreground structure
c ∈ {OD,OC}, where ȳci and yci are the corresponding binary
masks. These Dice coefficients are used only as regression

targets for quality estimation, not as a segmentation loss.
Then, the quality predictor receives the Teacher-generated
segmentation as input and outputs Qϕ(ȳi) = (d̂OD

i , d̂OC
i ), with

OD and OC scores predicted by two separate fully connected
heads. The model is trained by minimizing:

LQ(ϕ) =
1

|DQ|
∑

(xi,yi)∈DQ

(
|d̂OD

i − dOD
i |+ |d̂OC

i − dOC
i |

)
.

(3)
After training, Qϕ is frozen and applied to the pseudo-labels
generated for DU . The predicted Dice scores are used as fixed
reliability weights during Student training. Therefore, the Dice
predictor is required only during training and introduces no
additional computational cost at inference time.

III. EXPERIMENTAL SETUP

For comparability with [8], we used the same data splits. La-
beled images were drawn from DRISHTI [11], REFUGE [3],
and RIGA [12], with 45/5, 400/400, and 675/74 images for
supervised training/validation, respectively. The unlabeled set
DU was the same AIROGS [13] subset, with 16,200 training
and 1,800 validation images. Known-domain evaluation used
the DRISHTI and REFUGE test sets (50 and 400 images),
while unknown-domain evaluation used RIM-ONE V3 [14]
(151), ORIGA [15] (647), and the Cháksu subsets [16]:
BOSCH (41), FORUS (31), and REMIDIO (264).

Teacher and Student models followed the configuration
in [8]: a three-class U-Net trained on 256 × 256 images
to segment background, OD, and OC, using mixed mini-
batches of 20 images, with 2 labeled and 18 pseudo-labeled
samples, and the same data augmentation strategy. The Dice
predictor Qϕ, on the other hand, was implemented as a
multitask ResNet18 [17] pre-trained on ImageNet. It receives
Teacher-generated 256× 256 segmentation masks encoded as
class-index maps and replicated across three channels, and
two independent regression heads estimate OD and OC Dice
scores. Training was performed for 200 epochs with Adam
optimization (learning rate 0.001, batch size 64), using a
MultiStepLR schedule with a reducing factor of 0.5 at epochs
50, 100, and 150. The checkpoint with the lowest validation
MAE averaged over OD and OC was kept. To this end we
used OD/OC mask pairs from DRISHTI, REFUGE, and RIGA
(1,118/481 for training/validation), using Teacher predictions
on these images as inputs and their Dice as targets.

Results were compared against [8] and [10] (the best
competitor model according to [8]) using Dice, both in known
and unknown domains. We also included results of [8] trained
on subsets of AIROGS with predicted Dice results above
thresholds τ ∈ {0.1, 0.3}, as it is a natural baseline between
the original Noisy Student formulation and out proposed
approach. Qϕ results were evaluated against EvanySeg [18]
variants using OD/OC MAE between predicted and actual
Dice (significance was assessed with paired Wilcoxon signed-
rank tests at α = 0.05), and Pearson r.

IV. RESULTS

Fig. 2 compares our proposed approach with the baselines.
Table I complements the figure with additional results for the
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(a) (b)

Fig. 2. Dice score distributions for (a) optic disc (OD) and (b) optic cup (OC) segmentation across known (left) and unknown domains (right). In the legends,
Moris et al. refers to [8] and Zhou et al. to [10]. Brackets on top indicate significant differences (p < 0.05, Wilcoxon signed-rank test).

Noisy Student after filtering AIROGS images with different
thresholds τ for predicted Dice. On known domains, our
model significantly improves both segmentations in DRISHTI
and REFUGE (p < 2.30 × 10−2). On unknown domains, it
significantly improves OC results over [8] on REMIDIO and
ORIGA, and [10] on all evaluated datasets (p < 1.10×10−3).
For OD, it outperforms both baselines on BOSCH, FORUS,
and REMIDIO (p < 1.05 × 10−5), while [10] performs sig-
nificantly better on ORIGA and RIMONE (p < 1.01× 10−4).

Fig. 3 shows qualitative examples of improvements thanks
to using quality weighting during training. On DRISHTI,
for example, the weighting enabled to obtain a better OC
segmentation without affecting the quality of the OD. In
REFUGE, on the other hand, the baseline exacerbated the
mistakes commited by the Teacher in the illumination artifact
(see white arrow), while the proposed approach eliminated
that mistake and achieved a more consistent segmentation. In
unknown domains, the model is improving over the baseline
as well, even in scenarios in which the competitive approach
was performing already quite well, while fixing tiny mistakes
such as false positive pixels within the small text in the
image corner. On ORIGA, for instance, the Teacher only
partially segmented the OD and OC regions, the baseline
Student [8] already achieved a much better segmentation,
and our approach further refined it. On RIM-ONE, however,
the Teacher segmented a region outside the area of interest;
the baseline corrected this error but still produced a partial
OD segmentation, while our approach completed the OD
segmentation and also slightly improved OC.

Finally, Table II reports results obtained in quality esti-
mation using our multitask ResNet-based approach and two
structure-specific EvanySeg baselines [18], one blending the
segmentation mask in the red channel of the input image and
one concatenating the mask as an additional image channel,
both for OC and OD. The proposed Dice predictor achieved
the lowest MAE for both OD and OC on all known domains
and on all unknown domains except RIMONE, where the
best EvanySeg reported a smaller MAE than our method
(but without statistical differences). Predicted and actual Dice
scores were also strongly correlated across all test images
(Pearson r = 0.74 for OC and r = 0.91 for OD), exceeding

Fig. 3. Qualitative comparison of OD (light blue) and OC (light green) results
obtained with the Teacher, Moris et al. [8] and our approach. Each prediction
includes below per-image Dice scores for OC and OD (as percentages).

both EvanySeg variants (r ≤ 0.61 for OC, r ≤ 0.85 for OD).
Per-dataset r values are included in the results repository.1
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TABLE I
DICE SCORE (%) MEAN ± STANDARD DEVIATION FOR OPTIC CUP (OC, TOP) AND OPTIC DISC (OD, BOTTOM) SEGMENTATION ACROSS KNOWN AND

UNKNOWN DOMAINS. BEST RESULT PER COLUMN IS HIGHLIGHTED IN BOLD. ∗ INDICATES A STATISTICALLY SIGNIFICANT DIFFERENCE AGAINST OURS.

Model Known domains Unknown domains
DRISHTI REFUGE BOSCH FORUS REMIDIO ORIGA RIMONE

O
C

Zhou et al. [10] – – 82.05 ± 4.08∗ 85.90 ± 3.72∗ 80.58 ± 6.14∗ 76.48 ± 12.02∗ 64.89 ± 20.99∗

Moris et al. [8] 87.15 ± 13.10∗ 85.08 ± 7.21∗ 85.52 ± 5.94 84.34 ± 7.31 85.83 ± 8.87∗ 83.09 ± 14.52∗ 70.37 ± 18.23
+ filtered set (τ = 0.1) 86.83 ± 13.14 84.60 ± 10.18 88.22 ± 4.03 76.36 ± 27.56 84.56 ± 14.99 70.63 ± 30.99 68.54 ± 17.04
+ filtered set (τ = 0.3) 86.78 ± 12.27 85.84 ± 7.51 89.76 ± 3.16 73.58 ± 30.50 86.25 ± 8.43 82.45 ± 14.65 65.79 ± 22.91

Ours 88.16 ± 11.65 86.09 ± 6.19 86.85 ± 4.72 79.31 ± 19.07 86.85 ± 7.43 82.84 ± 16.59 70.85 ± 16.81

O
D

Zhou et al. [10] – – 92.22 ± 7.60∗ 93.20 ± 2.02∗ 90.20 ± 9.64∗ 90.18 ± 9.97∗ 86.65 ± 10.14∗

Moris et al. [8] 94.59 ± 2.49∗ 94.20 ± 3.04∗ 96.19 ± 1.05∗ 96.82 ± 1.40∗ 95.13 ± 3.12∗ 91.27 ± 4.16∗ 87.11 ± 7.04∗
+ filtered set (τ = 0.1) 95.17 ± 2.30 94.04 ± 3.00 96.79 ± 0.78 97.01 ± 1.68 95.53 ± 4.44 90.37 ± 12.97 86.14 ± 9.48
+ filtered set (τ = 0.3) 94.58 ± 2.27 93.79 ± 3.04 96.39 ± 1.03 97.25 ± 1.77 95.45 ± 4.42 91.27 ± 7.24 81.25 ± 21.19

Ours 95.82 ± 1.95 94.76 ± 2.79 97.12 ± 0.69 97.52 ± 0.65 95.80 ± 3.39 91.52 ± 8.42 85.77 ± 8.33

TABLE II
DICE PREDICTION RESULTS FOR OC (TOP) AND OD (BOTTOM) OBTAINED USING [18] AND OUR MULTITASK NETWORK, AS EVALUATED IN TERMS OF

MAE. BEST RESULTS ARE HIGHLIGHTED IN BOLD. ∗ INDICATES A STATISTICALLY SIGNIFICANT DIFFERENCE AGAINST Qϕ .

Model # Params Known domains Unknown domains
DRISHTI REFUGE BOSCH FORUS REMIDIO ORIGA RIMONE

O
C

[18] (red channel) 85,799,425 0.1776∗ 0.1483∗ 0.1883∗ 0.1418∗ 0.1594∗ 0.1696∗ 0.1725
[18] (added channel) 85,996,033 0.1467∗ 0.1269∗ 0.1855∗ 0.1002∗ 0.1452∗ 0.1683∗ 0.1788

Qϕ 11,246,402 0.0669 0.0553 0.0479 0.0466 0.0631 0.0731 0.1780

O
D

[18] (red channel) 85,799,425 0.0395∗ 0.0300∗ 0.0625∗ 0.0946∗ 0.0603∗ 0.0584∗ 0.0430
[18] (added channel) 85,996,033 0.0272∗ 0.0261∗ 0.0545∗ 0.0681∗ 0.0493 0.0388∗ 0.1228∗

Qϕ 11,246,402 0.0118 0.0188 0.0201 0.0222 0.0402 0.0363 0.0473

V. DISCUSSION

Our work extends the Noisy Student strategy in [8] for
domain-generalized OD/OC segmentation by weighting fore-
ground pseudo-labels according to their predicted quality.
Because the Teacher, pseudo-labels, architecture, and data
splits are unchanged, the gains can be attributed to this
weighting strategy. Our method outperforms [8] on the known
and most unknown domains, with the largest gains for OC, the
harder structure. As shown in Fig. 3, weighting helps limit the
propagation of Teacher errors, including false positives from
illumination artifacts, background structures, and camera text,
while preserving accurate baseline segmentations.

RIMONE is the main exception. Our method improves
OC over [8], but OD remains below [10], as in the baseline
Student. This may be due to RIMONE images being cropped
around the optic nerve head (see Fig. 3), which enlarges
the apparent OD and changes the spatial context relative
to the uncropped training images, in contrast with the OD
size and position learned by the Student. This hypothesis
requires further testing. Possible remedies include scale-aware
augmentations, optic-disc localization, or mixed cropped and
uncropped training data. A similar OD gap relative to [10]
occurs on ORIGA, where our largest gains are instead for
OC. It remains unclear however which factors of the image
produce this trade-off between structures. Since [10] explicitly
addresses appearance-related domain shifts through frequency-
domain augmentation and domain-specific image restoration,
one potential reason behind this performance differences could
be the extreme difference in retinal pigmentation observed in
this set with respect to the scans used for training (see Fig. 3).
This could also explain why the Teacher in [8] performed
better than the Student. Nevertheless, additional experiments

and validations are needed to confirm this observation.
Table I also shows that filtering DU by a minimum predicted

Dice does not outperform the baseline. Thresholds of τ = 0.1
and τ = 0.3 reduce the pseudo-labeled set from 16,200 images
to 13,000 and 8,453, respectively. The resulting loss of vari-
ability may offset the benefit of removing unreliable pseudo-
labels. Thus, low-quality foreground pseudo-labels appear
more useful when down-weighted than discarded, supporting
our choice of foreground weights in [1, 2].

The Dice predictor also performed well despite its simple
design. The mask-only ResNet outperformed Vision Trans-
former variants from [18] in almost all cases, using fewer
parameters. Using the fundus image may reintroduce domain
shifts linked to image appearance. By contrast, Qϕ shows
similar performance on seen and unseen domains in Table II,
together with high correlations. A mask-only input may there-
fore provide a simpler and more robust signal by focusing
on shape, size, and OD/OC spatial relations. However, it
may also be influenced by anatomical plausibility, assigning
low scores to atypical but correct masks or high scores to
well-shaped masks in the wrong location. The low MAE on
unknown domains in Table II suggests a limited effect here,
but robustness to atypical morphologies requires further study.

In conclusion, quality-weighted pseudo-labels improve
Noisy Student training for domain-generalized OD/OC seg-
mentation without extra annotations or inference-time cost.
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